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Abstract 

Chemical data is increasingly openly available in databases such as PubChem, which contains approximately 110 
million compound entries as of February 2021. With the availability of data at such scale, the burden has shifted to 
organisation, analysis and interpretation. Chemical ontologies provide structured classifications of chemical entities 
that can be used for navigation and filtering of the large chemical space. ChEBI is a prominent example of a chemi-
cal ontology, widely used in life science contexts. However, ChEBI is manually maintained and as such cannot easily 
scale to the full scope of public chemical data. There is a need for tools that are able to automatically classify chemical 
data into chemical ontologies, which can be framed as a hierarchical multi-class classification problem. In this paper 
we evaluate machine learning approaches for this task, comparing different learning frameworks including logistic 
regression, decision trees and long short-term memory artificial neural networks, and different encoding approaches 
for the chemical structures, including cheminformatics fingerprints and character-based encoding from chemical line 
notation representations. We find that classical learning approaches such as logistic regression perform well with sets 
of relatively specific, disjoint chemical classes, while the neural network is able to handle larger sets of overlapping 
classes but needs more examples per class to learn from, and is not able to make a class prediction for every mole-
cule. Future work will explore hybrid and ensemble approaches, as well as alternative network architectures including 
neuro-symbolic approaches.
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Introduction
In the last decades, significant progress has been made 
within the life sciences in bringing chemical data into 
the public domain in open databases such as PubChem 
[1]. These resources are massive in scale: as of Febru-
ary 2021, PubChem contains approximately 110 million 
structurally distinct entries. This presents both oppor-
tunities and challenges; the annotation, interpretation 

and organisation of such huge datasets at scale becomes 
ever more important. Classification into meaningful 
groupings or classes enables effective downstream filter-
ing, selection, analysis and interpretation [2]. Chemical 
ontologies provide structured classifications of chemical 
entities into hierarchically arranged and clearly defined 
chemical classes. To address the challenge of scale, it 
would be beneficial if structurally described molecular 
entities could be automatically and efficiently classified 
into chemical ontologies [2–4].

Machine learning has a long history of applications in 
computational chemistry. For example, it is used for the 
prediction of various chemical and biological properties 
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from chemical structures (e.g. [5–7]). Classical mul-
tivariate statistics and machine learning approaches 
include logistic regression, support vector machines, 
decision trees and Bayesian networks. For these classi-
cal approaches, relevant features need to be specified in 
advance. With recent advances in algorithms, data avail-
ability and computational processing capability, multi-
layer artificial neural networks, which are able to learn 
features directly from raw data, have begun to be used in 
chemistry applications [8–10].

For the purpose of machine learning, the problem of 
automated classification of a structurally defined molec-
ular entity into a chemical ontology can be transformed 
into a multi-class prediction problem: given the molecu-
lar structure (and associated features) corresponding to 
a molecular entity, a model can be trained that aims to 
automatically predict the class or classes into which that 
molecular entity should be classified. The desiderata for 
an ontology class prediction for a molecular entity is that 
it should be (a) correct, i.e. it should be a class to which 
the molecular entity does belong; and (b) as specific as 
possible, i.e. there should ideally be no sub-classes of the 
predicted class in the ontology to which the molecule 
also belongs.

In this contribution, we evaluate several machine learn-
ing approaches for their applicability to the problem of 
classifying novel molecular entities into the ChEBI chem-
ical ontology [11] based on their chemical structures. 
This is to our knowledge the first systematic and broad 
evaluation of machine learning for the problem of struc-
ture-based chemical ontology classification as applied 
to an existing ontology of the scope of ChEBI. There are 
challenges with the transformation of ChEBI into a form 
that can be  used for this task, which we discuss below. 
We evaluate both classical machine learning approaches, 
which learn to predict a single “best match” class for an 
input molecule, and artificial neural networks, which 
learn to predict a likelihood of class membership for 
every class that the network knows about, given an input 
molecule. We use input encodings based on chemical fin-
gerprints for the classical classifiers, and on the SMILES 
character-based line notation [12] for the artificial neural 
networks. The overall objective of this work is to assess 
how suitable machine learning is for the task of auto-
matically predicting chemical ontology classes for novel 
chemical structures. We also explore whether there are 
performance differences between different families of 
machine learning approaches for this problem, and if so, 
whether these differences are uniform or interact with 
different branches of the ontology or different types of 
molecule.

In the next section, we present some background for 
our approach and discuss related work. This is followed 

by a section describing our methods. Thereafter, we pre-
sent and discuss our results.

Background
Chemical ontologies
Chemical ontologies provide a standardised and shared 
classification of chemical entities into chemical classes. 
One prominent example of a chemical ontology is ChEBI 
[11, 13], a publicly available and manually annotated 
ontology, containing approximately 58,700 fully anno-
tated entities, and over 100,000 preliminary (partially 
annotated) entities, as of the last release (February 2021). 
This includes both molecules and classes of molecules. 
ChEBI offers separate ontology hierarchies for the clas-
sification of molecular entities based on features of their 
associated chemical structures (atoms, bonds and overall 
configuration) and based on their functions or how they 
are used. For the purpose of this paper we only use the 
structure-based branch of the ontology.

ChEBI has been widely adopted throughout the life sci-
ences, and can be considered the “gold standard” chemi-
cal ontology in the public domain. It has been applied for 
multiple purposes, including in support of the bioinfor-
matics and systems biology of metabolism [14], biological 
data interpretation [15, 16], natural language processing 
[17], and as a chemistry component for the semantic web 
(e.g. [18, 19]). However, ChEBI is manually maintained, 
which creates an obvious bottleneck that hinders the util-
ity of ChEBI and its chemical classification. With growth 
primarily limited by the manual annotation process, 
ChEBI is not able to scale to encompass the full scope 
of the publicly available chemical datasets such as are 
included in PubChem. Moreover, ChEBI cannot address 
use cases that arise in the context of novel molecular dis-
covery, e.g. in the pharmaceutical domain where ontolo-
gies are used in the management of integrated private 
and public large-scale datasets as input to early drug dis-
covery pipelines [20] for which it is important that part of 
the data be kept private. Moreover, it hinders applications 
in the context of investigations into large-scale molecular 
systems such as whole-genome metabolism, for which it 
is important that the knowledge base be as complete as 
possible [21].

Automated structure‑based classification in chemical 
ontologies
Chemical ontologies are typically implemented using 
logic-based semantic formalisms, including the W3C 
standard Web Ontology (OWL) language [22]. Based on 
Description Logics [23], OWL allows definitional axi-
oms to specify necessary and sufficient conditions for 
class membership such that an automated reasoner can 
compute the hierarchy and thus detect subsumption 
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relationships between classes automatically. Some 
approaches to automated chemical ontology classifica-
tion have used OWL to express necessary and sufficient 
definitions for chemical classes in terms of atoms and 
bonds (e.g. [24]). However, the representation of and rea-
soning with molecular structures as graphs of atoms con-
nected by bonds at the class level in OWL is hindered by 
the fact that class expressions in OWL must have tree-
shaped models [25]. Extensions to OWL have been devel-
oped to address this challenge, including description 
graphs [26], description logic programs [27] and rules 
[28]. However, such approaches have not yet been widely 
adopted into tools that scale.

Alternative approaches to automate structure-based 
chemical ontology classification have harnessed highly 
optimised cheminformatics algorithmic approaches for 
graph substructure and superstructure matching, in 
combination with weakly axiomatised ontologies. One of 
the first such attempts was “CO” [29], an ontology of  260 
classes based on combinations of chemical functional 
groups generated with the cheminformatics “checkmol” 
software. This was later developed into the more com-
plete approach reported in [4] which used a custom gen-
eral molecular fragmentation algorithm to enumerate 
all the parts of each molecular entity and assert those as 
axioms in a resulting OWL ontology to make the parts 
available for ontology reasoning about the class hierar-
chy. However, this strategy quickly creates a combinato-
rial explosion of content, which becomes inefficient as 
the size of the knowledge base grows.

Within the cheminformatics domain, the SMARTS 
language has been developed to encode general struc-
tural features of chemical classes [30]. SMARTS allows 
the specification of structures of molecules and allows 
specifying generalised attributes of atoms and bonds in 
particular locations within the overall graph structure 
and overall molecular features such as the total num-
ber of rings. In addition, SMARTS allows composition 
by means of the standard logical operators and, or and 
not. SMARTS has been used for structure-based chemi-
cal ontology classification: first OntoChem’s SODIAC 
[31] commercially, and then the ClassyFire application 
non-commercially [3] used the approach of associating 
chemical ontology classes with SMARTS patterns for 
the purpose of embedding cheminformatics knowledge 
within a chemical ontology, and offered accompany-
ing software packages that are able to use this informa-
tion to perform automatic structure-based classification 
of chemical entities in chemical ontologies. At the time 
of writing, the ClassyFire algorithm is the state of the art 
for a structure-based chemical ontology supported by 
automated classification, in terms of size (9000 definition 
rules, and an associated ontology of 4825 classes) and 

adoption. However, ClassyFire is based on rules rather 
than adaptive learning technologies, thus, updating the 
integrated knowledge system can only be accomplished 
by updating the software and its associated rules.

Machine learning for chemical classification
In cheminformatics, machine learning approaches are 
commonly used for the prediction of function from 
structure, e.g. for the prediction of bioactivity classes, for 
virtual screening, or for the prediction of physicochemi-
cal properties [32]. They have recently also been applied 
for chemical class prediction: In [33], a back-propagating 
artificial neural network is applied to classify natural 
products. This classifier–named NPClassifier–is trained 
on a dataset of around 73,000 natural products sourced 
from public databases including Pubchem, ChEBI, and 
the Universal Natural Products Database. The classifica-
tion structure which these molecules were organised into 
had just three hierarchical levels: 7 Pathways, 70 Super-
classes (each of which is classified into a pathway), and 
653 Classes (each of which is classified into a superclass). 
NPClassifier uses chemical fingerprints as input encod-
ing. The fingerprint they used was a version of the Mor-
gan fingerprint modified to integer format to include 
counts of atoms and substructures, calculated with 
RDKit [34]. After evaluating which would work better 
(single task or multi-task models), they used three sin-
gle-task models–one model for each of the classification 
hierarhichal levels. They report that NPClassifier outper-
formed ClassyFire for a selection of overlapping classes at 
the superclass and pathway level (1000 members), and in 
particular performed well on polyketides and lignans. In 
the evaluation at the class level (100 members), NPClas-
sifier outperformed ClassyFire for 50 out of the 62 classes 
chosen for the test. However, this task uses an artificially 
restricted classification problem in the sense that they 
only accommodate three levels of hierarchy, while in the 
general problem of classification in chemical ontologies, 
classes can be arranged in a hierarchy of arbitrary depth.

In another recent publication, machine learning was 
used to predict class membership directly from mass 
spectrometry features in an untargeted metabolomics 
study [35]. This is an important use case, as in untar-
geted metabolomics there are often many features which 
relate to ‘unknown’ molecular entities and thus are not 
mapped to defined molecular entities about which meta-
bolic information is known; however, they may neverthe-
less share detectable chemical classes. In this effort, the 
chemical fingerprint was used as an intermediary struc-
tural representation for learning purposes: one network 
was trained to predict chemical fingerprints from mass 
spectrometry features, and another to predict class mem-
bership from fingerprints.
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In another recent application learning in chemistry, a 
recurrent neural network was trained on SMILES strings 
as grammatical structures in order to predictively gen-
erate novel molecular entities that could be considered 
‘grammatically correct’ [36], structures that were valid. 
The generated molecules showed evidence of being sam-
pled from the same problem space as the original training 
molecules, thus, were good candidates for being novel 
molecules with a similar bioactivity profile. While this 
work does not try to predict classes for molecules, it uses 
an encoder for SMILES strings that is similar to the one 
we use.

Methods
Preparation of ChEBI data for learning
In order to prepare the ChEBI ontology for the learning 
task, we downloaded and parsed the OBO format export 
of ChEBI’s ontology using Python’s PRONTO library 
[37]. We use only the hierarchical (is a) relationships 
from the ontology for this study.

ChEBI’s ‘chemical entity’ branch of the ontology 
includes both fully-defined molecular entities with 
associated molecular structures as well as chemical 
classes that group together multiple molecular entities. 
Although the molecular entities are often leaves in the 
ontology, from ChEBI’s perspective these are all classes, 
and indeed in some cases there are hierarchical relation-
ships defined between molecular entities with structures, 
such as between alanine (CHEBI:16449) and L-alanine 
(CHEBI:16977). However, for the purpose of this learn-
ing exercise we need to introduce a distinction between 
classes, which we define as those classes within ChEBI 
that subsume multiple members, and members, which 
we define as those classes in ChEBI that (a) are leaves of 
the ontology hierarchy and (b) are associated with a fully-
defined molecular structure, indicated by the presence 
of an associated SMILES annotation. By this distinction, 
alanine is a class with L-alanine as a member.

The number of classes within the full ChEBI ontol-
ogy, their unbalanced sizes, and the problem of multiple 
inheritance at every level, makes it challenging to train 
classifiers on the whole ontology, in particular simple 
classifiers that predict just one class for a given chemi-
cal structure as input. We thus implemented a dedi-
cated selection strategy that does not use the full ChEBI 
ontology, but rather chooses classes, and sub-samples 
randomly from their members, such that the result is 
balanced (i.e. each class having an identical number of 
members). This provides a more well-defined task for 
the classification algorithms. We restrict the sampling of 
classes to those that are classified beneath the ‘molecular 
entity’ root of ChEBI, as this is where the bulk of the leaf 
members with defined molecular structures are found.

Alongside the need to prepare a balanced dataset 
in terms of the number of members per class, it is also 
important that the members with structures are selected 
so that individual members are not duplicated across 
multiple classes, in order to enable the clean separation 
of the dataset into training, test and validation sets. How-
ever, in practice the ontology contains a large percentage 
of overlapping members between classes, since the ontol-
ogy classes higher up in the hierarchy describe general 
chemical features that in many cases can be composi-
tionally combined in classes lower down in the hierarchy 
[2], as illustrated in Fig.  1. To mitigate this challenge, 
the selection process only sampled each leaf member 
structure once, assigning it as a member of the training 
data for just one class, even though in the actual under-
lying ontology that molecule in fact belongs to multiple 
classes. This is an artificially restriction for the purpose 
of the learning task: we sub-sample the leaf members 
with molecular structures for each class such that no 
leaf member with structure is selected for more than one 
class.

Sub-sampling members for classes such that no classes 
have any shared members can potentially introduce a 
bias. In order to perform the selection in a way that will 
have the least impact by minimising the discrepancy 
from the actual ontology structure, the classes were first 
sorted from the smallest to the largest (in terms of the 
number of leaf members with structures) so as to priori-
tise classes with fewer members over classes with more 
members, and thus reduce the amount of sub-sampling 
required. Following this strategy, we iteratively selected 
sets of N classes with M randomly sampled member 
structures, where N and M were specified dynamically, so 
as to be able to evaluate performance across a range of 
different problem sizes. A dataset containing N classes of 
which each has M members will be denoted as N ×M . 
No additional chemical prioritisation strategy (e.g. to 
ensure chemical diversity in selected members) was used 
in the selection.

Input encodings
We used three different strategies to encode the molec-
ular structures of individual molecules. First, chemical 
fingerprints were calculated for each structure using the 
RDKit [34] software library’s RDKFingerprint, repre-
sented as a bit string with size 1024 bits. The RDK fin-
gerprint represents a hash of random walks of length 1–n 
(we used the default, n = 7) through the molecule includ-
ing atom types, bond types and branches, thus represents 
a generalised representation of the substructures present 
in the molecule. Note that in this work we did not con-
sider alternative fingerprints. For comparison, the natu-
ral products classifier mentioned in the related work [33] 
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used an enhanced version of the Morgan fingerprint in 
which a count of distinct occurrences of substructures 
was embedded into the fingerprint vector (not just pres-
ence or absence).

For learning systems that require fixed-length inputs, 
as do many of the classifiers that we tested, fingerprints 
are a feature-rich input encoding that has regularly been 
used. However, encoding structural features via finger-
prints may lose crucial information concerning the actual 
arrangement of these features. Artificial neural networks 
are able to exploit variable-length inputs. SMILES can 
be regarded as a language with atoms and their bonds as 
the alphabet. Figure 2 illustrates the molecular structure 
and SMILES of a representative ChEBI entity. In connec-
tion with the learning objectives for our classification 
problem, language models have been shown to have the 
potential to be applicable for chemical classification [38]. 
Thus, we also explored using the full SMILES represen-
tation. Similar encoding approaches have been success-
fully employed in analyses of natural language [39]. These 

approaches have shown promising results with a tokeni-
zation on the character level. 

In comparison to linguistic examples, SMILES 
strings present information more compactly, with-
out the equivalent of word boundaries. Despite their 
similar abbreviations, Hydrogen (H) and Helium (He) 
or Phosphorus (P) and Lead (Pb) have very different 

Fig. 1  The figure illustrates the many branching and partially overlapping ancestor classes subsuming the molecule L-alanine (CHEBI:16977). Each 
of the illustrated mid-level classes similarly contains an overlapping range of molecular entity leaf members. For this reason, the ChEBI ‘chemical 
entity’ ontology can be described as diamond-shaped. Blue arrows indicate subsumption relationships and the black arrow indicates a parthood 
relationship

Fig. 2  CHEBI:82275 benzoyl chloride, ClC(=O)C1=CC=CC=C1 
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properties. Therefore, it may be beneficial to remove 
the burden of learning these differences from the 
dataset by using an encoding that encodes atoms as 
units. For this reason we used two alternative encod-
ings: one where each token represents a character of 
the SMILES string, and one where letter combinations 
that represent an atom are encoded as one token. This 
approach is depicted in Fig. 3. Note the different han-
dling of Chlorine (Cl) in the two approaches. Multi-
digit cycle pointers are still encoded as sequences of 
digits, as they may become arbitrarily large, which 
does not work well with the token embedding used in 
our networks.

Classifiers used
We perform a broad evaluation of learning approaches 
that have shown good results in the field of data sci-
ence. We reasoned that trying a wider range of dif-
ferent approaches may give deeper insights into the 
structure and properties of the problem than just try-
ing a single approach. We implemented the classifiers 
using Python’s SciKit-learn library, and the artificial 
neural networks using Python’s TensorFlow library.

The following subsections briefly describe the dif-
ferent algorithms for the different classifiers. For all 
algorithms except the artificial neural networks, fin-
gerprints with fixed input size are used as the input 
data. Only the artificial neural networks are capable of 
processing SMILES, which have variable length.

Logistic regression
Classifiers based on logistic regression represent the 
classification problem as a relationship between the 
categorical dependent variable (i.e. ontology class 
membership) and the independent variables (i.e. the 
molecular structural features) by estimating prob-
abilities using a logistic function, which is the cumu-
lative distribution function of the logistic distribution. 
An individual logistic regression function can dis-
criminate between two classes, thus to scale to multi-
ple classes we have used the “one-vs-rest" strategy in 
which a separate classifier is trained for each node.

K‑nearest neighbor
The popular K-nearest neighbor approach classifies a 
new data point by selecting those k existing data points 
that are the closest to the new data point w.r.t some met-
ric in a multivariate space. The labels of this selection 
are used to determine the class of the given data point. 
This is done either by a simple “majority vote" or more 
sophisticated methods based on the distances between 
the points.

Decision tree
Decision trees are a supervised learning method which 
fits a model that predicts the categorical dependent vari-
able (i.e. class membership) by learning simple decision 
rules inferred from the input data features. The primary 
advantage of decision trees is that they can be inter-
rogated and visualised; explanations (in terms of rules) 
can be given for their outcomes. A disadvantage is that 
decision trees are susceptible to overfitting and to bias in 
unbalanced datasets.

Random forest
Individual decision trees are prone to over-fitting. Ran-
dom forests aim to overcome this by training multiple 
trees on random subsets of the training set to induce dif-
ferent tree structures, then, using an ensemble approach 
to derive the correct prediction. The correct estimation 
is expected to be present more often in the results, and 
the individual fitted tree structures are different enough 
to allow more precise predictions.

Naive Bayes
Naive Bayes methods are supervised learning approaches 
based on applying Bayes’ theorem with the “naive” 
assumption of conditional independence between fea-
tures. Naive Bayes approaches have the advantage of 
requiring less training data than other approaches and 
showing good performance in many real-world situations 
despite this somewhat unrealistic assumption.

Linear discriminant analysis
One of the main drawbacks of Naive Bayes methods is 
their independence assumption. Linear Discriminant 
Analysis follows a similar mechanism, but does account 

Fig. 3  Character-wise tokenisation with and without atom groupings
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for possible co-variances among features. The estimated 
probability distributions are still expected to follow a nor-
mal distribution, which leads to poor performances for 
classes that depend on different combinations of features.

Support vector machine
Support vector machines are supervised learning 
approaches that map the example data as points in a 
high-dimensional space such that the examples of the dif-
ferent categories are divided by a gap that is as wide as 
possible. While by default support vector machines per-
form linear separation, they can be used for non-linear 
classification using what is known as a ‘kernel trick’: a 
non-linear kernel ‘reshapes’ the problem space to make 
it more easily separable by linear functions. In this work, 
we use three different kernels: 

Linear	� A linear kernel aims to separate the prob-
lem space using a linear plane–similar to 
linear regression–but adds additional penal-
ties for points that are too close to the line 
of separation. This results in a more robust 
classification.

RBF	� A radial basis kernel reshapes the problem 
space according to the euclidean distance to 
some centroid. This makes points that are 
close to the center of the centroid more easily 
separable from those that are not.

Sigmoid	� A sigmoid kernel reshapes the problem space 
with respect to a sigmoid function (e.g. tanh). 
This makes points on the high end of the 

function more easily separable from the ones 
on the low side.

Artificial neural networks
Character encodings from molecular line notations pro-
duce a sequence of vectors that represent the structure 
of a molecule. Such sequences of vectors are common in 
natural language processing, for which different types of 
gated networks have been successfully applied [39, 40]. 
The most prominent gated networks are Gated Recur-
rent Units (GRU, [41]) and Long short-term memories 
(LSTM, [42]). Whilst GRUs show better performance 
when it comes to runtime, the controllable memory 
functions of LSTMs improve the in-process informa-
tion management. This kind of management is especially 
important for molecules, because information that may 
belong to the same cycle of atoms may be separated far 
apart due to the way cycles are broken up during the 
SMILES generation. Given these properties, we decided 
to use LSTMs.

Figure 4 illustrates the way we apply LSTMs to the dif-
ferent tokenisations. Each token is embedded into a real 
vector. The LSTM consumes each of these embeddings in 
sequence and adapts its internal activation and memory 
state. The output of the last cell is then passed though a 
dense layer with a trailing dropout to prevent overfitting. 
The results are passed to a dense layer with sigmoid acti-
vation function. The result is a vector of values between 0 
and 1, representing membership values of each class. 

Fig. 4  One-directional LSTM
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Evaluation
Each approach has been trained on a series of NxM data-
sets for different problem sizes, in each of which N is the 
number of classes, and M is the number of class mem-
bers for each class, generated from the CHEBI ontology 
as described in the Methods. It is important to bear in 
mind that different classification approaches may have 
different goals which approximate the overall objective of 
structure-based chemical classification in different ways. 
For the logistic regression classifier, a one-vs-rest classi-
fier is built for each class in the problem set in order to 
determine the best matching class for a given input. In 
the remaining classical approaches, a multi-class single-
label classifier directly outputs a single predicted best 
match amongst the classes in the problem space. For the 
LSTM, the network predicts the likelihood of member-
ship of multiple classes simultaneously, which are then 
subject to a threshold-based selection to determine pre-
dicted membership of classes.

Additionally, for the LSTM, the resulting dataset for 
each problem size has been split three ways, into a train, 
test and validation set. The network was trained on the 
training set, while the validation was used to evaluate 
the hyper-parameter configuration. The test set has only 
been used for the final evaluation. For the other classifi-
cation approaches which do not have hyper-parameters 
to configure, the dataset has been split two ways into a 
training and a test set.

For each problem size, class and classification 
approach, we obtain a set of class predictions for the test 
set of molecular structures (either encoded as finger-
prints or directly into the network). These predictions 
are scored against the classes that they were sampled 
from according to the usual metrics of precision, recall 
and F1, where precision is defined as TP/(TP + FP) and 
recall is defined as TP/(TP + FN ) (TP = true positive, 
FP = false positive, FN = false negative). The F1 score 
is the harmonic mean of the precision and the recall, i.e. 
2 ∗ precision ∗ recall/(precision+ recall).

We perform one additional evaluation, in which we cal-
culate, for each predicted class or classes for a given input 
molecule, how far that prediction is from the "ground 
truth" of the asserted parents of that molecule in ChEBI. 
For each predicted classification, and for each asserted 
parent, we calculate a distance based on the path length, 
i.e. the number of subclass relationships that must be tra-
versed to get from the predicted parent to the actual par-
ent. If the predicted parent is an actual asserted parent, 
this length is 0. If the predicted parent is the parent of 
the asserted parent, the length is 1 and so on. Note that 
by virtue of our selection strategy, not all the classifica-
tions we input to the training and prediction exercise are 
direct asserted parents. With this distance-based metric 

we are able to compare not only our approaches, but also 
the state of the art approach, ClassyFire.

Note that we only evaluate performance in terms of 
metrics for prediction correctness; we do not evaluate 
the temporal aspect of performance in terms of the time 
taken to perform the classification task.

Results and discussion
We explore our results in several sub-sections that each 
focus on a different aspect of the comparison. First, we 
look at the results by problem size. Thereafter, we com-
pare the different algorithmic approaches to learning. We 
then interpret the best and worst predictions, and finally 
we compare the predictions to the state of the art tool.

Evaluation results by problem size
We have used different sizes of classes and members 
selected from ChEBI, in order to evaluate how the per-
formance of classification scales with the size of the prob-
lem. Note that we do not include the LSTMs for every 
one of the problem sizes, as in general training artificial 
neural networks is more expensive than other classifiers, 
and such networks require larger training sets to operate.

There are two different relevant dimensions for “size of 
the problem": one is the size of the ontology, which we 
proxy with the number of classes selected for the clas-
sification task, and the other is the size (in number of 
leaf member compounds with structures) of each class 
within the ontology, which we proxy by selecting dif-
ferent numbers of leaf members with structures from 
the selected classes. In general, we would expect that a 
smaller number of classes, and a larger set of examples to 
learn from, would yield an easier task for most automated 
approaches to classification.

As expected, we find better scores in general for prob-
lems involving a smaller numbers of classes. As Fig.  5 
depicts, there is a robust general relationship between the 
number of classes given to the problem, and the average 
F1 score for predictions of members of those classes. For 
some of the classifiers, 25 classes had worse performance 
than 100 classes, but from 100 to 500 classes there is a 
robust effect of decreased performance across all clas-
sifiers. Although expected, this result nevertheless sug-
gests a challenge for the translation of these results into a 
classifier that scales to the size of the full ontology: there 
are currently 1721 classes in ChEBI that have at least 25 
members (Fig. 6a), and this number can only be expected 
to grow.

On the other hand, perhaps contrary to what might be 
expected, smaller numbers of members per class appears 
to result in better performance for this problem. In Fig. 5, 
different line styles indicate different numbers of mem-
bers selected per class. With 500 members per class, 
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performance is worse than with 100 members per class, 
and performance with 25 members per class is best of all.

While perhaps a surprising result, this is likely an arti-
fact of the class selection strategy coupled with the par-
tially overlapping nature of classes within the chemistry 
domain: sampling larger numbers of members per class 
forces the sampler to use classes that have larger num-
bers of (leaf ) members, which in turn means that the 
classes will be broader and have fewer uniquely defining 
features. While our training data was created in such a 
way that each leaf member is sampled just for one class, 

nevertheless, each molecule in practice belongs to many 
different classes, and by definition many of the classes 
overlap in terms of their membership. And indeed, this 
is what we observe: Fig. 6b shows the different F1 scores 
for classes across all the different models for the 500x100 
problem size, in the context of the actual class size in the 
underlying ontology in terms of the number of mem-
bers. There is a robust decrease in performance with the 
increase in class size.

This presents a challenge in particular if the problem 
of structure-based ontology classification in chemistry 

Fig. 5  Mean F1 score across all classes for different problem sizes. LR = logistic regression;KNN = K-nearest neighbours; CART = decision tree; RF = 
random forest; NB = naive bayes; SVM = support vector machine; LDA = linear discriminant analysis; LSTM = long short-term memory network

Fig. 6  a Number of classes with at least M members, for different sizes of M, in ChEBI. b Performance of all models in the 500x100 problem for 
classes with different sizes. Each dot represents the F1 score for a single class in a single model
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is framed as a multi-class, single-label prediction clas-
sification problem, which it is for the classical learning 
approaches that we evaluated. We therefore also explored 
whether multi-label hierarchical classification approaches 
could mitigate the shortcomings of the classical classi-
fier algorithms applied to this problem. Any of the above 
classifiers can be used together with a hierarchical clas-
sification strategy [43]. In a hierarchical classifier, hierar-
chical relationships between the target classes are taken 
into consideration by training separate classifiers for each 
of the higher-level nodes in the hierarchy, which then 
derive predictions just for the levels beneath them, in a 
chain of nested classifiers that are iteratively applied until 
a leaf node is reached. This is also closely related to the 
approach that was taken in the natural products classifier 
mentioned above [33], as in that work a different classi-
fier was trained for each of their three hierarchical levels. 
We thus evaluated a hierarchical classification approach 
based on subsets of ChEBI corresponding to the hier-
archy above a given set of selected classes. However, we 

found that this approach in practice did not scale to sub-
sets of ChEBI classes at the problem sizes we have used, 
likely because the need to extract a spanning sub-graph 
in which all classes are connected to the root to apply the 
hierarchical approach generates large graphs with signifi-
cant multiple inheritance even for smaller problem sizes. 
Moreover, performing hierarchical classification in the 
case of ChEBI classes would involve significant redun-
dancy because the classes at the intermediary levels have 
so much mutual overlap in terms of their lower-level 
members. Artificial neural network-based approaches 
can learn hierarchical structures directly, as we will see, 
thus, we did not further explore hierarchical classifiers at 
this stage, although we may return to this in future work.

Comparison of different algorithmic approaches
Among the classical classifiers, we see that logistic 
regression robustly performs best (Fig.  7), followed by 
linear discriminant analysis and random forests perform-
ing about the same.

Fig. 7  F1 scores per algorithm for the 25x100 problem, 100x100 problem, 500x25 problem and 500x100 problem. LR = Logistic regression;KNN = 
K-nearest neighbours; CART = Decision tree; RF = Random forest; NB = Naive Bayes; SVM = Support vector machine; LDA = Linear discriminant 
analysis; LSTM = Long short-term memory network



Page 11 of 20Hastings et al. J Cheminform           (2021) 13:23 	

Naive Bayes shows the worst performance among the 
classical classifiers for this problem. The large difference 
in performance between Naive Bayes and LDA implies 
that there are considerable co-variances among the fin-
gerprint features–which would be expected–and can be 
confirmed by a correlation analysis. These may originate 
from the fact that the random walks that produce the fin-
gerprints are performed on the same substructure, or by 
the way the hashes are calculated. Decision trees seem 
to over-fit–especially with larger sample sizes. The ran-
dom forests mitigate this to some extent, but a decline in 
decision tree performance impacts the random forests as 
well.

The performance of Logistic Regression and Sup-
port Vector Machines is almost identical, which is to be 
expected as they use essentially the same classification 
method. The different loss functions used in the respec-
tive gradient descents do not have any significant impact. 
However, non-linear kernels had a highly negative impact 
on the SVM classification performance.

While a direct comparison should be interpreted with 
caution, as the LSTM is performing a different classifi-
cation task to the other classifiers (i.e. multi-label rather 
than single-label), nevertheless, we can make some obser-
vations about the resulting F1 scores. Interestingly, we see 
that from the overall performance perspective, although 
the LSTM does not outperform the other approaches 
at problem size 100x100 (Fig.  7), it performs somewhat 
better at the 100x500 problem size, and significantly bet-
ter than the other approaches for the 500x100 problem 
size (Fig. 8). This implies that the LSTM is, at least on the 
face of it, better able to scale towards the scope of the full 
ontology than the classical approaches, although we did 
not attempt to use the LSTM for problem size categories 

involving small numbers of members per class (e.g. with 
25 members), as network performance decreased with 
decreased numbers of members per class, as would be 
expected for this type of approach. 

In the remainder of this section we give more detail 
about the evaluation of the networks.

The LSTM networks have been trained on the above 
datasets for 100 epochs with binary crossentropy as 
loss function. Figures 9, 10, 11, 12, 13, 14 show the pro-
gress of different metrics during this process. The loss 
on the validation set rebounds after the 25th epoch, 
which indicates overfitting on the dataset. Surprisingly, 
this does not impact the precision and recall negatively. 
For computing precision and recall, we used a thresh-
old of 0.5 to distinguish class membership from non-
membership. Further inspection of the predictions 
reveals that the mentioned lack of impact is caused 

Fig. 8  Violin plot of F1 scores per algorithm for the 100x500 problem (left) and the 500x100 problem (right). LR = Logistic regression;KNN = 
K-nearest neighbours; CART = Decision tree; RF = Random forest; NB = Naive Bayes; SVM = Support vector machine; LDA = Linear discriminant 
analysis; LSTM-Long short-term memory network

Fig. 9  Loss on training data
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by the predictions diverging from the optimal answers 
towards the threshold, but not passing it. This means 
that after the turn, prediction strength decreases, since 
distance form the threshold can be seen as confidence 
about the prediction. The slight, but constant rise of 
precision and recall after that turn indicate an addi-
tional improvement of those, but apparently at the cost 
of overfitting.

The encoding of chemicals does not have any signif-
icant impact on the success of the learning task. This 
implies that the networks successfully learn the struc-
ture of atom labelling in SMILES strings relatively early 
on without much effort. Similar experiments in natu-
ral language processing [44] have been conducted and 
results implied that aggregations of syntactic structures 
have an impact on the training. Our results indicate 

Fig. 10  Loss on validation data

Fig. 11  Precision on training data

Fig. 12  Precision on validation data

Fig. 13  Recall on training data

Fig. 14  Recall on validation data



Page 13 of 20Hastings et al. J Cheminform           (2021) 13:23 	

that this impact does not exist with the aggregation of 
characters into atoms.

The violin plot in Fig.  15 depicts the distribution of 
F1-scores per molecule amongst the different mole-
cules in the evaluation set. Note the accumulations at 
the ends of the scales. This shape corresponds to the 
response behaviour of the network. There is a subset of 
molecules for which the network does not give any any 
positive response for any class, i.e. the LSTM does not 
recognise the molecule as a member of any class. This 
behaviour is rather detrimental to the overall recall, but 
it is easily identifiable and thus may be used as an indi-
cator that other approaches should be used on these 
molecules.

LSTMs were the approach that did not suffer greatly 
from larger sample sizes. One aspect of this is that the 
larger sample sizes create problem spaces that are more 
uneven, which the LSTM is better suited to handle, as 
the LSTM is able to make a multi-label prediction and 
predict multiple classes simultaneously, rather than (as 
is the case for the other approaches) making just a sin-
gle prediction. Furthermore, as described above, the 
data sampling procedure from the ontology will lead 
to more generic classes if the number of members is 
larger. This implies that smaller substructures are rel-
evant for the classification, which may be distributed 
widely across the actual molecules. A random walk has 
a lower probability of covering all the relevant aspects 
in this case. The LSTM consumes the whole SMILES 
string, which allows a more consistent classification.

Figure  8 shows that there is a large variance in per-
formance w.r.t different chemical classes. A more 

class-focused analysis of the results is done in the fol-
lowing section.

It should be noted that we explored several configu-
rations of LSTMs, and none of them performed better 
than the given configuration, whilst a substantial num-
ber showed almost identical results on the validation set. 
The introduction of a dropout led to a clear rise in per-
formance, whilst different LSTM sizes and structures–
even bidirectional ones–showed no positive impact. A 
possible reason is that there are some SMILES struc-
tures that LSTMs struggle to learn, and in future work 
we will explore alternative encodings to circumvent such 
limitations.

By chemical class within the ontology
As can be seen by the wide distribution of F1-scores for 
the performances within each of the different problem 
sizes and algorithmic approaches, there is variance in the 
performance of learning for different ontology classes. 
At the same time, we see variance in the performance for 
different molecules. This prompts us to ask whether there 
are some general observations that we can derive about 
the problem of structure-based chemical ontology classi-
fication from these experiments.

Firstly, we can ask whether different algorithms give 
the same best-performing classes or different best-per-
forming classes. Figure 16 shows the overlap of top-per-
forming classes for different problem sizes for the three 
best-performing algorithms.

Figure 16 indicates that while there is a shared common 
core, different classifiers give partially non-overlapping 
sets of ‘best scoring’ classes. That is, they have partially 
distinct profiles with respect to the classes for which they 
give the best performance. This suggests that the general 
problem of structure-based chemical ontology classifica-
tion might benefit from ensemble-based approaches that 
integrate results across different approaches.

In general, the classical classifiers perform best on 
classes that have relatively few members and well-defined 
structural features. For example, the best performers 
(F1 = 1.0) using the LR algorithm all have fewer than 50 
members (Table 1).

The worst-performing classes for the classical classifi-
ers, exemplified by the worst-ranked for the LR algorithm 
indicated in Table  1, include those with features not 
directly represented in the fingerprint, such as D-stereo-
chemistry, cations and salts. The information that would 
be required to make these classifications is just not avail-
able for these classifiers to learn, however, these could be 
improved with the adoption of alternative fingerprinting 
strategies.

The profile of poor performers is different for the 
LSTMs compared to the classical approaches (Table 2).

Fig. 15  Violin plot of F1 scores on molecules in test set after 100 
epochs
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The best-performing classes with the LSTM approach 
also include classes that have well-defined structural fea-
tures, but these have far more members than the best 
performers in the LR approach, illustrating the ability 
of the LSTM to cope with larger problem sizes–and the 
added value of additional examples to learn from.

The worst-performing classes for the LSTMs have a 
quite different profile to those of the LRs, and as expected 
do not include salt or ion classes. Rather, somewhat 
intriguingly, we see many examples of classes with com-
plex ring structures, especially aromatic or substituted 
ring structures.

To confirm this observation, we applied the BiNChE 
chemical enrichment analysis utility [16] on the 50 worst-
performing classes from the LSTM-only set. We see a 
number of clear enrichments–benzenes, aromatic com-
pounds, and carbocyclic compounds (Fig.  17), while in 
the worst-performing classes from all algorithms we see 
no similar enrichment.

We can hypothesise that the poor performance for the 
aromatic molecules with the LSTM may be due to the 
fact that aromaticity can be encoded in SMILES strings 
in multiple different ways–using alternating single and 
double bonds, or using lowercase letters. It is plausible 
that the network did not learn that e.g. the aromatic ‘c’ 
carbon atom is in fact the same atom type as the typi-
cal ‘C’ in another molecular representation, and treated 
them as different entities. Larger datasets from possibly 
synthetic sources or a more homogenous representa-
tion of aromatic components may help the network to 
learn those abstractions. It is also worth observing that 
in general the LSTM can be expected to have more diffi-
culty with parsing cycles from SMILES strings than linear 
molecular structures because these structures are broken 
up during the translation of a molecule into its SMILES 
representation.

Comparison to the state of the art
As a final evaluation, we compare our results to the state 
of the art structure-based ontology classification tool, 
ClassyFire [3]. We do this comparison using as input the 
500x100 problem size dataset, by executing ClassyFire on 
the SMILES strings associated with the test set of mol-
ecules, encompassing 20% of the full 50,000 set of mol-
ecules, i.e. 10,000 sample molecules with SMILES. Of 
these, ClassyFire was unable to process 501 of them due 
to errors in the generation of an InChI (IUPAC inter-
national chemical identifier, [45]) from the SMILES. 
ClassyFire uses an InChI-Key-indexed cache of parent 
classes for molecules that have been previously classi-
fied in order to speed up its classification performance, 
as matching multiple substructural patterns is expensive. 
There are known to be certain molecules for which it is 
not possible to generate an InChI but for which it is pos-
sible to have a SMILES, and these 501 molecules are of 
this type–mainly due to the explicit representation of 
attachment points within the SMILES, e.g. the follow-
ing SMILES: ‘C(C(COP(=O)(OC[C@@H](C(=O)O)N)
O)OC(=O)*)OC(=O)*’. There were also a few entries 
for which ClassyFire returned other errors. In total, we 
received 9,484 classification results for our 10,000 sam-
ple molecules. Each classification result includes multiple 
ChEBI classes including the very high-level ChEBI classes 
such as ‘molecular entity’. We condensed these to only 
include classes that were not superclasses of each other.

It is not straightforward to make a direct comparison 
between our results and the performance of the Classy-
Fire tool, for various reasons. First, ClassyFire uses a dif-
ferent underlying ontology to ChEBI that is only partially 
mapped to ChEBI. The ontologies differ in some funda-
mental ways in their treatment of chemical classes. For 
example, ClassyFire’s classes include molecules with dif-
ferent charge states, encompassing conjugate bases and 

Fig. 16  The Venn diagrams show the overlap of classes which scored F1 more than 0.8 (i.e., best-performing classes) for three of the classifiers in 
each of these problem sizes. LR = logistic regression; RF = random forest; LDA = linear discriminant analysis; LSTM = long short-term memory
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acids in the same grouping, while ChEBI strictly sepa-
rates these. Therefore, ChEBI class predictions returned 
by ClassyFire may be less precise than the ClassyFire 
original class. However, our dataset is restricted to 
the ChEBI classification from which it was generated. 

Second, ClassyFire makes multiple parent class predic-
tions, while our classical classifiers make only a single 
best match parent class prediction, and although the 
LSTM is able to make multiple predictions, it makes far 
fewer predictions than ClassyFire does. Figure 18a shows 

Table 1  Highest and lowest-scoring classes using the LR algorithm

Class_id f1_score Class_name Class_members

CHEBI:61689 1.0 Amino cyclitol 41

CHEBI:26253 1.0 Polyprenylhydroquinone 45

CHEBI:134209 1.0 Aporphine alkaloid 54

CHEBI:132157 1.0 Hydroxy-1,4-naphthoquinone 35

CHEBI:17810 1.0 1-O-(alk-1-enyl)-2-O-acyl-sn-glycero-3-phospho... 46

CHEBI:17636 1.0 Sphingomyelin d18:1 46

CHEBI:26255 1.0 Prenylquinone 38

CHEBI:83563 1.0 Long-chain alkane 29

CHEBI:60687 1.0 Cembrane diterpenoid 35

CHEBI:38836 1.0 1-benzothiophenes 43

CHEBI:36685 1.0 Chlorocarboxylic acid 33

CHEBI:75946 1.0 Cytochalasan alkaloid 30

CHEBI:38768 1.0 Phthalazines 41

CHEBI:80291 1.0 Aliphatic nitrile 35

CHEBI:38769 1.0 Indazoles 45

CHEBI:37531 1.0 Polyprenyl diphosphate 41

CHEBI:58168 1.0 1-O-acyl-sn-glycero-3-phosphocholine 37

CHEBI:83876 1.0 Cationic sphingoid 30

CHEBI:64590 1.0 Monoalkyl-sn-glycero-3-phosphocholine 30

CHEBI:131903 1.0 Pyranopyrazole 32

Class_id f1_score Class_name Class_members

CHEBI:16733 0.0 D-alpha-amino acid 51

CHEBI:48544 0.0 Methanesulfonates 54

CHEBI:33702 0.0 Polyatomic cation 2178

CHEBI:47704 0.0 Ammonium salt 38

CHEBI:59869 0.0 L-alpha-amino acid zwitterion 53

CHEBI:50128 0.0 Biflavonoid 53

CHEBI:25414 0.0 Monoatomic monocation 32

CHEBI:46899 0.0 Benzothiazine 37

CHEBI:35218 0.0 Anthocyanin cation 47

CHEBI:64985 0.0 Bioconjugate 39

CHEBI:33639 0.0 Ortho- and peri-fused compound 56

CHEBI:38716 0.0 Carboxylic acid dianion 311

CHEBI:59635 0.0 Organophosphonate oxoanion 38

CHEBI:35284 0.0 Ammonium betaine 1205

CHEBI:29089 0.0 1,2-diacyl-sn-glycerol 3-phosphate 52

CHEBI:35296 0.0 Ortho-fused polycyclic arene 38

CHEBI:26469 0.0 Quaternary nitrogen compound 1317

CHEBI:38037 0.0 Methanesulfonate salt 40

CHEBI:76176 0.0 2-hydroxy fatty acid anion 43

CHEBI:59558 0.0 Medium-chain fatty acid anion 36
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Table 2  Highest and lowest-scoring classes using the LSTM 
algorithm

Class_id f1_score Class_name Class_
members

CHEBI:17984 1.000000 Acyl-CoA 696

CHEBI:37240 0.998350 Adenosine 3’,5’-bisphosphate 697

CHEBI:22251 0.995114 Adenosine bisphosphate 702

CHEBI:61078 0.993104 Purine nucleoside bisphosphate 706

CHEBI:58946 0.992382 Acyl-CoA oxoanion 707

CHEBI:61079 0.991522 Ribonucleoside bisphosphate 707

CHEBI:51277 0.990164 Thioester 745

CHEBI:37123 0.989925 Nucleoside bisphosphate 708

CHEBI:60971 0.989796 Aminophospholipid 104

CHEBI:18303 0.989796 Phosphatidyl-L-serine 104

CHEBI:64583 0.986667 Sphingomyelin 251

CHEBI:58342 0.985302 Acyl-CoA(4-) 613

CHEBI:74927 0.985222 Furopyran 934

CHEBI:35766 0.983871 Glycerophosphoserine 129

CHEBI:78799 0.983607 Hydroxy fatty acid ascaroside 152

CHEBI:52565 0.980769 Acylglycerophosphoserine 114

CHEBI:26875 0.980392 Terpenyl phosphate 133

CHEBI:36233 0.980392 Disaccharide 156

CHEBI:64482 0.979315 Phosphatidylcholine 623

CHEBI:57643 0.979315 1,2-diacyl-sn-glycero-3-phospho-
choline

621

Class_id f1_score Class_name Class_
members

CHEBI:64365 0.333333 Aralkylamino com-
pound

138

CHEBI:22715 0.333333 Benzimidazoles 352

CHEBI:23697 0.328358 Dichlorobenzene 452

CHEBI:48470 0.322581 Amidobenzoic acid 148

CHEBI:25235 0.320000 Monomethoxyben-
zene

247

CHEBI:46848 0.315789 N-arylpiperazine 176

CHEBI:51681 0.305085 Dimethoxybenzene 269

CHEBI:26455 0.294118 Pyrroles 200

CHEBI:83403 0.293333 Monochloroben-
zenes

429

CHEBI:50995 0.292683 Secondary amino 
compound

417

CHEBI:27024 0.277778 Toluenes 135

CHEBI:37407 0.259887 Cyclic ether 806

CHEBI:73539 0.256410 Naphthyridine deriva-
tive

162

CHEBI:26878 0.251429 Tertiary alcohol 756

CHEBI:36786 0.246246 Tetralins 108

CHEBI:27116 0.235294 Trihydroxyflavone 150

CHEBI:38338 0.235294 Aminopyrimidine 149

CHEBI:33572 0.222222 Resorcinols 153

CHEBI:83812 0.114286 Non-proteinogenic 
amino acid deriva-
tive

145

CHEBI:13248 0.108108 Anilide 279

Fig. 17  Enrichment analysis result on the ChEBI structural ontology 
for the 50 worst-performing classes in the LSTM

a kernel density diagram for the number of parent classes 
in different approaches: (1) ChEBI directly asserted par-
ents (with a mean of 1.816 parent classes per leaf struc-
ture across the full ontology), (2) the LSTM predicted 
parent classes (mean = 1.435 in the 500 x 100 problem), 
and (3) ClassyFire predicted parent classes (mean = 
9.926). For both ClassyFire and the LSTM, these counts 
exclude any parent classes returned by the algorithm that 
are superclasses of any of the other parent classes. Finally 
and most importantly, ClassyFire has since its initial 
release in 2016 been used in the development of ChEBI: 
it is used in the bulk submissions pipeline to automati-
cally classify entities that are incorporated into ChEBI 
before they can be manually curated. This means that 
ClassyFire has actually produced a portion of the classi-
fications in our dataset (both training and test), although 
these are not flagged or indicated as such in any way. This 
introduces a bias which it is difficult to fully address.

We compare the approaches by computing a path 
length distance between what we might call the ‘ground 
truth’ of the asserted classification in ChEBI, and the 
predicted classification. That is, we count the number of 
subclass relations that must be traversed to get from a 
directly asserted parent to the predicted parent. In prac-
tice, the longer paths tend to reflect classifications that 
are either wrong (in a different ontology branch) or not 
very useful (as very high level). Thus, path length pro-
vides a useful metric for the quality of a classification. As 
there may be multiple directly asserted parents and mul-
tiple predicted parents, for each structure in the test set, 
we computed all path lengths between pairwise combina-
tions of asserted and predicted  classes. If the predicted 
class was identical with one of the asserted parents, we 
added a path length of 0 to indicate a match. Note that the 
asserted parents in ChEBI are not always the class which 
we used as input to our classifiers, due to the selection 
processing of the ontology for learning purposes. Thus, 
we compute the path lengths also on the classes that we 
used as the selection. Figure  18b illustrates the overall 
density of the returned path lengths in this metric, with 
the selected classes indicated as ‘Training’, showing the 
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results for the LSTM, the best and worst of the classical 
approaches, and ClassyFire. It can be seen that ClassyFire 
returns the widest range of path lengths on this metric 
with a mean path length of 3.20, while the LR (mean = 
2.29) outperforms the NB (mean = 2.74) and the LSTM 
(mean = 2.81) which appear to perform similarly. The 
training baseline for our learning approaches has mean = 
1.48.

These results may reflect a bias based only on the num-
ber of paths computed. For that reason we calculated also 
the minimum path length and the maximum path length 
(Fig. 18c). On the minimum path length, ClassyFire out-
performs the other approaches, while on the maximum 
path length it shows the worst performance. However, 
in practice for a novel structure it would not be known 
without manual inspection which of the results returned 
was the best classification–reducing the benefit of using 
an automated approach. While ClassyFire provides an 
ordering in the class list for their own ontology that can 
be used to prioritise classification, they do not provide 

a similar ranking in their prediction of ChEBI terms. To 
illustrate why the maximum path length of ClassyFire 
is significantly longer than for the other approaches, 
we  consider the molecule ‘D-glucopyranose 3-phos-
phate’ as an example. In ChEBI it is classified as a glu-
cose phosphate that is a derivative of hexose. ClassyFire 
returns the following predicted classifications for this 
molecule: ‘primary alcohol’ (CHEBI:15734), ‘secondary 
alcohol’ (CHEBI:35681), ‘ether’ (CHEBI:25698), ‘mono-
alkyl phosphate’ (CHEBI:25381), ‘polyol’ (CHEBI:26191), 
‘oxanes’ (CHEBI:46942), ‘hemiacetal’ (CHEBI:5653), ‘hex-
ose’ (CHEBI:18133), and ‘organic oxide’ (CHEBI:25701). 
Many of these classifications relate to correct but very 
general chemical groupings, illustrating the challenges 
with the substructure-based approach to automated 
structure-based ontology classification in the context of 
the large and combinatorial chemical structural land-
scape. Other classifications are incorrect in ChEBI due to 
differences between ClassyFire and ChEBI’s approach to 
classification (e.g. hexose vs. hexose derivative).

Fig. 18  a Number of parent classes in different approaches. b Path length to asserted parent class in different approaches. c Minimum and 
maximum path lengths to asserted parent classes. d D-glucopyranose 3-phosphate, an example molecule for which ClassyFire performs poorly on 
this metric. Training refers to the selection of members for classes in the learning task
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ClassyFire has already had enormous impact on the 
fields of chemical data management and -omics data-
set analysis by enabling novel structures to be classi-
fied. However, our results underline that there is a role 
for dynamic machine learning-based approaches along-
side substructure-based approaches. ClassyFire predicts 
for each molecule significantly more (non-redundant) 
parent classes (mean = 9.926) than the LSTM (mean = 
1.435) or the LR (1 prediction), where—roughly speak-
ing—often, one of these predicted parent classes is better 
than the classes predicted by the LSTM or the LR in our 
path distance metric (bearing in mind the possible bias 
due to the use of ClassyFire in ChEBI development), but 
most of them are worse. ClassyFire seems particularly 
suitable for semi-automatic use cases, where the results 
that are returned by ClassyFire are validated manually. 
However, if manual validation is not possible, the other 
approaches appear to be more suitable, in particular if 
they can be used together in a way that plays to the differ-
ential strengths of the different approaches. Importantly, 
they are also likely to be easier to maintain and extend 
going forward.

Conclusions and future work
Our objective was to evaluate the applicability of machine 
learning approaches to the problem of structure-based 
chemical ontology classification, and we can conclude 
that indeed machine learning seems a very promising 
approach for this complex problem.

There are a few final observations we can make about 
our investigation. Firstly, while for the overall problem 
the LSTM is clearly the best-performing approach due 
to the advantages it has of dealing appropriately with 
the embedded ontology class structure, and the dynamic 
potentials of the variable-length input, it struggles with 
classes that have only a small number of members to 
learn from. Moreover, there was  a subset of molecules 
for which the LSTMs gave  no class predictions at all, 
and the LSTM also showed specific weaknesses in terms 
of smaller molecules and aromatic classes. On the other 
hand, for classes that have relatively small numbers of 
members (i.e. more specific classes) and which are non-
overlapping, logistic regression outperformed all other 
approaches while being fast and straightforward, and ran-
dom forests also achieved good performance while hav-
ing the added potential benefit of explainability. No single 
approach gives the best results in all the problem cases, 
and different approaches give partially non-overlapping 
sets of ‘best scoring’ classes, that is, they have partially 
distinct profiles with respect to which classes they per-
form best for. This is interesting because it implies that a 
hybrid approach may have promise for solving the prob-
lem of structure-based chemical ontology classification 

more generally than an approach based on a single clas-
sifier, and further research is needed to determine  how 
to harness the best elements of the different approaches 
into a single unified system.

There are several parameters of the overall problem 
that we did not address yet, and which we leave for our 
future research. We did not yet attempt any dimension-
ality reduction on the data in advance of the learning, 
which might boost scalability and performance. We also 
did not try to evaluate different fingerprints, for exam-
ple circular fingerprints or fingerprints including explicit 
ring systems, which we could anticipate would achieve 
better performance by making more information avail-
able to the classifiers. We also plan to explore the use of 
an enhanced molecular structure representation such as 
DeepSMILES [46], which was developed for the problem 
of generative neural network-based structure generation, 
to determine whether this will improve the predictions in 
the areas that the LSTM is currently weak.

There also remain several additional challenges in 
extending our current approach to be able to classify 
molecules into a full chemical ontology at the scale of 
ChEBI, rather than the artificially selected subsets of the 
ontology data that we have used thus far. The shape of the 
ChEBI ontology means that the full prediction task is in 
fact a sparse multi-label classification problem, as while 
each molecule belongs to multiple classes, nevertheless 
for each molecule only a few classes are assigned relative 
to the (large) overall ontology. Even when considering all 
possible classes by traversing the full ontology, the class 
vectors for each molecule are sparse. Taken together 
with the fact that class sizes are not in fact balanced, this 
makes the classification task more difficult. Therefore, as 
a follow-up investigation, we intend to consider weight 
balancing in our regression and SVM models and a mod-
ification in the loss function of our deep learning models.

Self-attention has recently been shown to be a cen-
tral contributing factor when accounting for long-term 
dependencies among different tokens [47]. While using 
SMILES strings is practical, considering the molecular 
graph as a graph is an alternative structural represen-
tation as input for the classification task. Currently, an 
active research topic in the field of language modeling is 
to examine if the meaning of a sentence can be inferred 
by combining the meanings of words to determine the 
meaning of larger units, i.e., to learn a composition func-
tion that can be applied on smaller constituents to give 
a representation for bigger semantic units [48, 49]. An 
extension of our approach would thus be to incorporate 
the compositional structure of the chemical compounds 
by using tree-structured Recursive Neural Networks 
(RvNNs). Different non-linear network structures may 
also improve this point. Graph neural networks [50] 
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traverse the graph structures  to find transformation-
invariant features that are then used as inputs for the 
classification task. Neural networks based on Latent 
Compositional Representations [51] may be used to get 
better insight on the actual substructures that classifica-
tions have been based on, while preserving this informa-
tion along the whole processing chain.

Finally, the chemistry domain includes broad regulari-
ties that can be axiomatised in logical languages [2], espe-
cially at the higher hierarchical levels within the chemical 
ontology, such as for the definitions of molecules, ions 
and salts, or representing disjointness between organic 
and inorganic entities, and so on. These distinctions are 
only partially encoded at present in the weakly axioma-
tised ChEBI ontology through the use of relationships 
such as has part, but they can be supplemented by exten-
sions both within OWL (e.g. [52]) and in higher order 
logics (e.g. [53]) to more formally capture the logical 
rules of chemical classification. Neuro-symbolic learn-
ing approaches encode logical axioms in ways that can be 
used by ANNs in order to derive systems that can learn 
both from facts and axioms [54, 55], thus potentially 
improving performance while simultaneously reduc-
ing the amount of data that is needed for training. These 
systems might be particularly potent for chemical ontol-
ogy classification if ChEBI were to be enhanced with a 
stronger axiomatisation, allowing neural networks to be 
built that improve the classification performance whilst 
remaining interpretable and based on expert knowledge. 
Another possible neuro-symbolic approach would be to 
use hierarchical classification based on an ontology for 
which the immediate subclasses of a given parent class 
provides a disjoint partition. The class structure in ChEBI 
does not satisfy this requirement. Hence, one would need 
to create an ontology using feature-based classes in the 
style of concept lattices [56], and embed ChEBI into this 
ontology. We plan to explore in the future whether such 
approaches can yield a benefit for structure-based chemi-
cal ontology classification.

Acknowledgements
Not applicable.

Authors’ contributions
JH and MG conceptualised the project. JH, MG and AM performed experi-
ments and created figures. JH and MG wrote the initial draft of the article 
text. All authors contributed to revising the manuscript. All authors read and 
approved the final manuscript.

Funding
Open Access funding enabled and organized by Projekt DEAL.

Availability of data and materials
Source code is available on GitHub: https​://githu​b.com/MGlau​er/chele​ary and 
https​://githu​b.com/janna​hasti​ngs/chebi​utils​. The study uses data from the 
ChEBI database which is freely available at http://www.ebi.ac.uk/chebi​. All data 
that has been used in the experiments and the respective results are available 
at https​://doi.org/10.5281/zenod​o.45198​15.

Declarations

Competing interests
The authors declare that they have no competing interests.

Received: 11 November 2020   Accepted: 26 February 2021

References
	1.	 Kim S, Chen J, Cheng T, Gindulyte A, He J, He S, Li Q, Shoemaker BA, 

Thiessen PA, Yu B, Zaslavsky L, Zhang J, Bolton EE (2018) PubChem 2019 
update: improved access to chemical data. Nucleic Acids Research 
47(D1):1102–1109. https​://doi.org/10.1093/nar/gky10​33. https​://acade​
mic.oup.com/nar/artic​le-pdf/47/D1/D1102​/27437​306/gky10​33.pdf

	2.	 Hastings J, Magka D, Batchelor C, Duan L, Stevens R, Ennis M, Steinbeck C 
(2012) Structure-based classification and ontology in chemistry. J Chem 
Inform 4:8. https​://doi.org/10.1186/1758-2946-4-8

	3.	 Djoumbou Feunang Y, Eisner R, Knox C, Chepelev L, Hastings J, Owen G, 
Fahy E, Steinbeck C, Subramanian S, Bolton E, Greiner R, Wishart DS (2016) 
ClassyFire: automated chemical classification with a comprehensive, 
computable taxonomy. J Cheminformat 8(1):61. https​://doi.org/10.1186/
s1332​1-016-0174-y

	4.	 Chepelev LL, Hastings J, Ennis M, Steinbeck C, Dumontier M (2012) 
Self-organizing ontology of biochemically relevant small molecules. BMC 
Bioinformat 13(1):3. https​://doi.org/10.1186/1471-2105-13-3

	5.	 Bitencourt-Ferreira G, de Azevedo WF (2019) Machine learning to 
predict binding affinity. Methods Mol Biol 2053:251–273. https​://doi.
org/10.1007/978-1-4939-9752-7_16

	6.	 Baskin II (2018) Machine learning methods in computa-
tional toxicology. Methods Mol Biol 1800:119–139. https​://doi.
org/10.1007/978-1-4939-7899-1_5

	7.	 Leite DMC, Brochet X, Resch G, Que Y-A, Neves A, Peña-Reyes C (2018) 
Computational prediction of inter-species relationships through omics 
data analysis and machine learning. BMC Bioinformat 19:420. https​://doi.
org/10.1186/s1285​9-018-2388-7

	8.	 Goh GB, Hodas NO, Vishnu A (2017) Deep learning for computational 
chemistry. J Computat Chem 38:1291–1307. https​://doi.org/10.1002/
jcc.24764​

	9.	 Cova TFGG, Pais AACC (2019) Deep learning for deep chemistry: optimiz-
ing the prediction of chemical patterns. Front Chem 7:809. https​://doi.
org/10.3389/fchem​.2019.00809​

	10.	 Mater AC, Coote ML (2019) Deep learning in chemistry. J Chem Informat 
Model 59:2545–2559. https​://doi.org/10.1021/acs.jcim.9b002​66

	11.	 Hastings J, Owen G, Dekker A, Ennis M, Kale N, Muthukrishnan V, Turner 
S, Swainston N, Mendes P, Steinbeck C (2016) ChEBI in 2016: improved 
services and an expanding collection of metabolites. Nucleic Acids Res 
44:1214–1219. https​://doi.org/10.1093/nar/gkv10​31

	12.	 Weininger D (1988) SMILES, a chemical language and information system. 
1. introduction to methodology and encoding rules. J Chem Informat 
Comput Sci 28(1):31–36. https​://doi.org/10.1021/ci000​57a00​5

	13.	 Degtyarenko K, de Matos P, Ennis M, Hastings J, Zbinden M, McNaught A, 
Alcántara R, Darsow M, Guedj M, Ashburner M (2008) ChEBI: a database 
and ontology for chemical entities of biological interest. Nucleic Acids 
Res 36(Database issue):344–350. https​://doi.org/10.1093/nar/gkm79​1

	14.	 Swainston N, Smallbone K, Mendes P, Kell DB, Paton NW (2011) The 
SuBliMinaL toolbox: automating steps in the reconstruction of metabolic 
networks. J Integrat Bioinformat 8(2):186

	15.	 Hill DP, Adams N, Bada M, Batchelor C, Berardini TZ, Dietze H, Drabkin 
HJ, Ennis M, Foulger RE, Harris MA, Hastings J, Kale NS, de Matos P, 
Mungall CJ, Owen G, Roncaglia P, Steinbeck C, Turner S, Lomax J (2013) 
Dovetailing biology and chemistry: integrating the gene ontology 
with the chebi chemical ontology. BMC Genom 14:513. https​://doi.
org/10.1186/1471-2164-14-513

	16.	 Moreno P, Beisken S, Harsha B, Muthukrishnan V, Tudose I, Dekker A, 
Dornfeldt S, Taruttis F, Grosse I, Hastings J, Neumann S, Steinbeck C (2015) 
BiNChE: a web tool and library for chemical enrichment analysis based 
on the ChEBI ontology. BMC Bioinformat 16:56. https​://doi.org/10.1186/
s1285​9-015-0486-3

https://github.com/MGlauer/cheleary
https://github.com/jannahastings/chebiutils
http://www.ebi.ac.uk/chebi
https://doi.org/10.5281/zenodo.4519815
https://doi.org/10.1093/nar/gky1033
https://academic.oup.com/nar/article-pdf/47/D1/D1102/27437306/gky1033.pdf
https://academic.oup.com/nar/article-pdf/47/D1/D1102/27437306/gky1033.pdf
https://doi.org/10.1186/1758-2946-4-8
https://doi.org/10.1186/s13321-016-0174-y
https://doi.org/10.1186/s13321-016-0174-y
https://doi.org/10.1186/1471-2105-13-3
https://doi.org/10.1007/978-1-4939-9752-7_16
https://doi.org/10.1007/978-1-4939-9752-7_16
https://doi.org/10.1007/978-1-4939-7899-1_5
https://doi.org/10.1007/978-1-4939-7899-1_5
https://doi.org/10.1186/s12859-018-2388-7
https://doi.org/10.1186/s12859-018-2388-7
https://doi.org/10.1002/jcc.24764
https://doi.org/10.1002/jcc.24764
https://doi.org/10.3389/fchem.2019.00809
https://doi.org/10.3389/fchem.2019.00809
https://doi.org/10.1021/acs.jcim.9b00266
https://doi.org/10.1093/nar/gkv1031
https://doi.org/10.1021/ci00057a005
https://doi.org/10.1093/nar/gkm791
https://doi.org/10.1186/1471-2164-14-513
https://doi.org/10.1186/1471-2164-14-513
https://doi.org/10.1186/s12859-015-0486-3
https://doi.org/10.1186/s12859-015-0486-3


Page 20 of 20Hastings et al. J Cheminform           (2021) 13:23 

	17.	 Lamurias A, Ferreira J, Couto F (2015) Improving chemical entity recogni-
tion through h-index based semantic similarity. J Cheminformat 7(Suppl 
1):13

	18.	 Herrero-Zazo M, Segura-Bedmar I, Hastings J, Martínez P (2015) Dinto: 
using owl ontologies and swrl rules to infer drug-drug interactions and 
their mechanisms. J Chem Informat Model 55:1698–1707. https​://doi.
org/10.1021/acs.jcim.5b001​19

	19.	 Fu G, Batchelor C, Dumontier M, Hastings J, Willighagen E, Bolton E (2015) 
PubChemRDF: towards the semantic annotation of PubChem compound 
and substance databases. J Cheminformat 7:34

	20.	 Brown N, Cambruzzi J, Cox PJ, Davies M, Dunbar J, Plumbley D, Sellwood 
MA, Sim A, Williams-Jones BI, Zwierzyna M, Sheppard DW (2018) 
Chapter Five - Big Data in Drug Discovery. In: Witty DR, Cox B (eds) 
Progress in Medicinal Chemistry, vol 57. Elsevier, pp 277–356. https​://doi.
org/10.1016/bs.pmch.2017.12.003. http://www.scien​cedir​ect.com/scien​
ce/artic​le/pii/S0079​64681​73002​43. Accessed 03 Feb 2021

	21.	 Frainay C, Schymanski EL, Neumann S, Merlet B, Salek RM, Jourdan F, 
Yanes O (2018) Mind the gap: mapping mass spectral databases in 
genome-scale metabolic networks reveals poorly covered areas. Metabo-
lites. https​://doi.org/10.3390/metab​o8030​051

	22.	 Grau BC, Horrocks I, Motik B, Parsia B, Patel-Schneider P, Sattler U (2008) 
OWL 2: The next step for OWL. Web Semantics 6(4):309–322. https​://doi.
org/10.1016/j.webse​m.2008.05.001. Place: Amsterdam, The Netherlands, 
The Netherlands Publisher: Elsevier Science Publishers B. V

	23.	 Baader F, Calvanese D, McGuiness D, Nardi D, Patel-Schneider P (2003) 
Description Logic Handbook, 2nd edn 40 W 20 St. Cambridge University 
Press, New York

	24.	 Chepelev LL, Dumontier M (2011) Chemical entity semantic specification: 
knowledge representation for efficient semantic cheminformatics and 
facile data integration. J Cheminformat 3(20):1–9

	25.	 Motik B, Grau BC, Sattler U (2008) Structured Objects in OWL: Representa-
tion and Reasoning. In: Proc. of the 17th International World Wide Web 
Conference (WWW 2008). ACM, Beijing, China

	26.	 Hastings J, Dumontier M, Hull D, Horridge M, Steinbeck C, Sattler U, 
Stevens R, Hörne T, Britz K (2010) Representing chemicals using OWL, 
description graphs and rules. In: Proc. of OWL: Experiences and Directions 
(OWLED 2010)

	27.	 Magka D, Motik B, Horrocks I (2012) Modelling Structured Domains Using 
Description Graphs and Logic Programming. In: Hutchison D, Kanade 
T, Kittler J, Kleinberg JM, Mattern F, Mitchell JC, Naor M, Nierstrasz O, 
Pandu Rangan C, Steffen B, Sudan M, Terzopoulos D, Tygar D, Vardi MY, 
Weikum G, Simperl E, Cimiano P, Polleres A, Corcho O, Presutti V (eds) 
The Semantic Web: Research and Applications, vol 7295. Springer, Berlin, 
Heidelberg, pp 330–344. https​://doi.org/10.1007/978-3-642-30284​-8_29. 
Series Title: Lecture Notes in Computer Science. http://link.sprin​ger.
com/10.1007/978-3-642-30284​-8_29. Accessed 06 Oct 2020

	28.	 Magka D, Krötzsch M, Horrocks I (2014) A rule-based ontological frame-
work for the classification of molecules. J Biomed Semant 5(1):17. https​://
doi.org/10.1186/2041-1480-5-17

	29.	 Feldman HJ, Dumontier M, Ling S, Haider N, Hogue CWV (2005) Co: a 
chemical ontology for identification of functional groups and semantic 
comparison of small molecules. FEBS Lett 579:4685–4691. https​://doi.
org/10.1016/j.febsl​et.2005.07.039

	30.	 Weininger D (2020) Daylight Inc: the SMiles ARbitrary target specification 
(SMARTS) manual. http://www.dayli​ght.com/dayht​ml/doc/theor​y/theor​
y.smart​s.html, Accessed Oct 2020

	31.	 Bobach C, Böhme T, Laube U, Püschel A, Weber L (2012) Automated com-
pound classification using a chemical ontology. J Cheminformat 4(1):40. 
https​://doi.org/10.1186/1758-2946-4-40

	32.	 Lo Y-C, Rensi SE, Torng W, Altman RB (2018) Machine learning in chemo-
informatics and drug discovery. Drug Discovery Today 23(8):1538–1546. 
https​://doi.org/10.1016/j.drudi​s.2018.05.010

	33.	 Kim HW, Wang M, Leber CA, Nothias L-F, Reher R, Kang KB, van der Hooft 
JJJ, Dorrestein PC, Gerwick WH, Cottrell GW (2020) NPClassifier: A deep 
neural network-based structural classification tool for natural products. 
https​://chemr​xiv.org/artic​les/prepr​int/NPCla​ssifi​er_A_Deep_Neura​
l_Netwo​rk-Based​_Struc​tural​_Class​ifica​tion_Tool_for_Natur​al_Produ​
cts/12885​494

	34.	 Landrum G (2020) RDKit: Open-source cheminformatics. https​://www.
rdkit​.org/. Accessed 26 Oct 2020

	35.	 Dührkop K, Nothias L-F, Fleischauer M, Reher R, Ludwig M, Hoffmann MA, 
Petras D, Gerwick WH, Rousu J, Dorrestein PC, Böcker S (2020) Systematic 
classification of unknown metabolites using high-resolution fragmen-
tation mass spectra. Nat Biotechnol. https​://doi.org/10.1038/s4158​
7-020-0740-8

	36.	 Segler MHS, Kogej T, Tyrchan C, Waller MP (2018) Generating focused 
molecule libraries for drug discovery with recurrent neural networks. ACS 
Central Sci 4(1):120–131. https​://doi.org/10.1021/acsce​ntsci​.7b005​12

	37.	 Larralde M (2020) althonos/pronto: v2.3.1. Zenodo. https​://doi.
org/10.5281/zenod​o.40418​09. https​://zenod​o.org/recor​d/40418​09#.
X5aoR​1lrxT​Y. Accessed 26 Oct 2020

	38.	 Schwaller P, Gaudin T, Lányi D, Bekas C, Laino T (2018) “Found in Transla-
tion’’: predicting outcomes of complex organic chemistry reactions using 
neural sequence-to-sequence models. Chem Sci 9(28):6091–6098. https​
://doi.org/10.1039/c8sc0​2339e​ (arxiv​:1711.04810​)

	39.	 Melamud O, Goldberger J, Dagan I (2016) context2vec: Learning generic 
context embedding with bidirectional lstm. In: Proceedings of the 20th 
SIGNLL Conference on Computational Natural Language Learning, pp 
51–61

	40.	 Bansal T, Belanger D, McCallum A (2016) Ask the gru: Multi-task learning 
for deep text recommendations. In: Proceedings of the 10th ACM Confer-
ence on Recommender Systems, pp 107–114

	41.	 Cho K, Van Merriënboer B, Gulcehre C, Bahdanau D, Bougares F, Schwenk 
H, Bengio Y (2014) Learning phrase representations using rnn encoder-
decoder for statistical machine translation. arXiv preprint arXiv​:1406.1078

	42.	 Hochreiter S, Schmidhuber J (1997) Long short-term memory. Neural 
Comput 9(8):1735–1780

	43.	 Silla CN, Freitas AA (2011) A survey of hierarchical classification across 
different application domains. Data Mining Knowl Discov 22(1–2):31–72. 
https​://doi.org/10.1007/s1061​8-010-0175-9

	44.	 Jozefowicz R, Vinyals O, Schuster M, Shazeer N, Wu Y (2016) Exploring the 
limits of language modeling. arXiv preprint arXiv​:1602.02410​

	45.	 Heller SR, McNaught A, Pletnev I, Stein S, Tchekhovskoi D (2015) InChI, the 
IUPAC international chemical identifier. J Cheminformat 7(1):23. https​://
doi.org/10.1186/s1332​1-015-0068-4

	46.	 O’Boyle N, Dalke A (2018) DeepSMILES: an adaptation of SMILES for use in 
machine-learning of chemical structures. https​://doi.org/10.26434​/chemr​
xiv.70979​60.v1. Publisher: ChemRxiv. Accessed 30 Oct 2020

	47.	 Devlin J, Chang M-W, Lee K, Toutanova K (2018) Bert: Pre-training of deep 
bidirectional transformers for language understanding. arXiv preprint 
arXiv​:1810.04805​

	48.	 Lewis M (2019) Compositionality for recursive neural networks. arXiv 
preprint arXiv​:1901.10723​

	49.	 Irsoy O, Cardie C (2014) Deep recursive neural networks for composition-
ality in language. In: Advances in Neural Information Processing Systems, 
pp 2096–2104

	50.	 Scarselli F, Gori M, Tsoi AC, Hagenbuchner M, Monfardini G (2008) The 
graph neural network model. IEEE Transact Neural Netw 20(1):61–80

	51.	 Bogin B, Subramanian S, Gardner M, Berant J (2020) Latent compositional 
representations improve systematic generalization in grounded question 
answering. arxiv​:2007.00266​

	52.	 Ferreira JD, Hastings J, Couto FM (2013) Exploiting disjointness axioms to 
improve semantic similarity measures. Bioinformatics 29(21):2781–2787

	53.	 Kutz O, Hastings J, Mossakowski T (2012) Modelling Highly Symmetrical 
Molecules: Linking Ontologies and Graphs Artificial Intelligence: Meth-
odology, Systems, and Applications. In: Ramsay A, Agre G (eds) Artificial 
Intelligence: Methodology, Systems, and Applications. Lecture Notes in 
Computer Science, vol 7557. Springer, Berlin, Heidelberg, pp 103–111. 
https​://doi.org/10.1007/978-3-642-33185​-5_11. Section: 11

	54.	 Garcez A, Gori M, Lamb L, Serafini L, Spranger M, Tran S (2019) Neural-
symbolic computing: an effective methodology for principled integration 
of machine learning and reasoning. arXiv preprint arXiv​:1905.06088​

	55.	 Hohenecker P, Lukasiewicz T (2020) Ontology reasoning with deep neural 
networks. J Artific Intell Res 68:503–540

	56.	 Ganter B, Wille R (1999) Formal concept analysis-mathematical founda-
tions. Springer, Berlin. https​://doi.org/10.1007/978-3-642-59830​-2

Publisher’s Note
Springer Nature remains neutral with regard to jurisdictional claims in pub-
lished maps and institutional affiliations.

https://doi.org/10.1021/acs.jcim.5b00119
https://doi.org/10.1021/acs.jcim.5b00119
https://doi.org/10.1016/bs.pmch.2017.12.003
https://doi.org/10.1016/bs.pmch.2017.12.003
http://www.sciencedirect.com/science/article/pii/S0079646817300243
http://www.sciencedirect.com/science/article/pii/S0079646817300243
https://doi.org/10.3390/metabo8030051
https://doi.org/10.1016/j.websem.2008.05.001
https://doi.org/10.1016/j.websem.2008.05.001
https://doi.org/10.1007/978-3-642-30284-8_29
http://link.springer.com/10.1007/978-3-642-30284-8_29
http://link.springer.com/10.1007/978-3-642-30284-8_29
https://doi.org/10.1186/2041-1480-5-17
https://doi.org/10.1186/2041-1480-5-17
https://doi.org/10.1016/j.febslet.2005.07.039
https://doi.org/10.1016/j.febslet.2005.07.039
http://www.daylight.com/dayhtml/doc/theory/theory.smarts.html
http://www.daylight.com/dayhtml/doc/theory/theory.smarts.html
https://doi.org/10.1186/1758-2946-4-40
https://doi.org/10.1016/j.drudis.2018.05.010
https://chemrxiv.org/articles/preprint/NPClassifier_A_Deep_Neural_Network-Based_Structural_Classification_Tool_for_Natural_Products/12885494
https://chemrxiv.org/articles/preprint/NPClassifier_A_Deep_Neural_Network-Based_Structural_Classification_Tool_for_Natural_Products/12885494
https://chemrxiv.org/articles/preprint/NPClassifier_A_Deep_Neural_Network-Based_Structural_Classification_Tool_for_Natural_Products/12885494
https://www.rdkit.org/
https://www.rdkit.org/
https://doi.org/10.1038/s41587-020-0740-8
https://doi.org/10.1038/s41587-020-0740-8
https://doi.org/10.1021/acscentsci.7b00512
https://doi.org/10.5281/zenodo.4041809
https://doi.org/10.5281/zenodo.4041809
https://zenodo.org/record/4041809#.X5aoR1lrxTY
https://zenodo.org/record/4041809#.X5aoR1lrxTY
https://doi.org/10.1039/c8sc02339e
https://doi.org/10.1039/c8sc02339e
http://arxiv.org/abs/1711.04810
http://arxiv.org/abs/1406.1078
https://doi.org/10.1007/s10618-010-0175-9
http://arxiv.org/abs/1602.02410
https://doi.org/10.1186/s13321-015-0068-4
https://doi.org/10.1186/s13321-015-0068-4
https://doi.org/10.26434/chemrxiv.7097960.v1
https://doi.org/10.26434/chemrxiv.7097960.v1
http://arxiv.org/abs/1810.04805
http://arxiv.org/abs/1901.10723
http://arxiv.org/abs/2007.00266
https://doi.org/10.1007/978-3-642-33185-5_11
http://arxiv.org/abs/1905.06088
https://doi.org/10.1007/978-3-642-59830-2

	Learning chemistry: exploring the suitability of machine learning for the task of structure-based chemical ontology classification
	Abstract 
	Introduction
	Background
	Chemical ontologies
	Automated structure-based classification in chemical ontologies
	Machine learning for chemical classification

	Methods
	Preparation of ChEBI data for learning
	Input encodings
	Classifiers used
	Logistic regression
	K-nearest neighbor
	Decision tree
	Random forest
	Naive Bayes
	Linear discriminant analysis
	Support vector machine
	Artificial neural networks

	Evaluation

	Results and discussion
	Evaluation results by problem size
	Comparison of different algorithmic approaches
	By chemical class within the ontology
	Comparison to the state of the art

	Conclusions and future work
	Acknowledgements
	References




